An Example of Real-world Performance Analysis

Application: Software controlling a midsize non-networked digital photocopier, with only 1 processor for all  its tasks.

Use cases:

· Start up copier

· Copy single page, 1-1 sided

· Copy multiple pages, duplex (1-2 sided / 2-2 sided), with enlarge/reduce, darken/lighten.  (For simplicity, no stapler available, no intermix of simplex and duplex).

· Add paper to tray

· Clear paper jam.

Operations and operational profile:

· Startup Mode

· OS startup

· Create UI – initialize UI platform (assume color 100,000 pixel display)

· Setup device drivers 

· Scanner motor

· RDF (doc feeder) motors and sensors

· Sensors and motors for paperpath (trays, marking engine, duplexor, output bins)

· Create and initialize software objects (trays, paperpath elements, xerography elements)

· Normal operation

· Obtain and process user input, display prompts and status info

· Move RDF pages (optional, since we may copy from glass)

· Scan page

· Process image, deliver to marking engine

· Feed and move paper through paperpath

· Handle tray refill

· Coordinate copier operation (job control, exception handling e.g. image not ready when paper arrives)

· Jam mode

· Handle tray refill

· Jam clear instructions

· Sensing and handling of jam clearing

Dimensioning:

4 trays

30 sensors

20 motors and controls (special: fuser control – if on for more than needed time, burnout may occur).  Includes “valves” that control direction of paper movement.

5 sheets max moving at a time.  Fewer when in duplex mode.

Top speed: 120 pages per minute.

Operational profile

	Operation
	Frequency
	Timing requirements

	Startup Mode

	OS startup
	1 / startup
	

	UI setup
	1 / startup
	

	Init device driver
	40 / startup (diff drivers)
	Timing sequences within device init e.g. motor on/off to raise/lower trays

	Init software objects
	100/startup (diff objects)
	

	Normal Operational Mode

	UI handling
	5 / sec
	Update within 0.2sec

	RDF paper movement (these 3 are high level, broken down below)
	2 sheets / sec
	Stop paper motion within 10ms of desired, to position paper on glass

	Paperpath handling
	2 sheets / sec
	Control marking within 10ms, to position image right on paper

	Scan page
	2/sec
	

	* Get data from paperpath sensor (including RDF)
	2 * 30 = 60 / sec
	Need to report within 2ms for proper control

	* Control responses from application
	2 * 30 = 60 /sec
	Response time budget: 6ms, including scheduling.  

	* Motor control 
	2 * 10 = 20 /sec
	Implement command within 2ms budget.  Note: end-to-end for fuser is 5ms

	Acquire and process image
	2 /sec
	Must sustain throughput without getting backlogged (predictable completion time).   Impacts FCOT (PQ).

	Refill paper
	1 / hour
	Background, except control

	Coordination
	~ 1 / job (2 min)
	Background, except exception handling

	Jam Mode

	Tray refill
	~ 1 / jam
	

	Jam instructions
	2/ sec max
	

	Sensing and handling
	2 / sec
	


Derivation of 10ms requirement:

120 ppm = 2 pages / sec = 500 ms between sheets.

Assume sheets 10 inches apart (8.5 inches width + space between sheet).  Sheets move at 10 inches / 500 ms = 0.02 inches/ms.

10ms precision = 10 * 0.02 = 0.2 inches precision.

If we are off by 0.2 inches on image positioning, that is poor quality copying!!

Task prioritization

· Fuser control (need careful design of timer handler if there is a higher priority task)

· Timer (timeouts for exception detection)

· Exception handling (2-level strategy – minimize work at high priority)

· Motors and control (why higher than sensors?  What if faulty sensor or worst-case?)

· Sensors

· Paperpath handling

· UI (why higher than image processing?)

· Image processing (if image is late, all the paperpath stuff is wasted.  Can we afford to have it so low priority?)

· Coordination

· Paper refill

Task timing analysis

OS startup – benchmark

UI setup – benchmark

· might be able to calculate as crosscheck if we knew insides

Device driver init

· Total 40 devices  

· Assume on average, each device executes 1000 (note: all such counts refer to executed statements, not written LOC) lines of startup code (low, often more).

· Benchmark time for “average line of code” – say 0.1us.

· Total time: 40 * 1000 * 0.1us = 4ms.

· In reality, many of the devices might be on a single “chain” or “bus”, so there may be 4 or 5 device drivers rather than 40.  Also some device drivers have far more code than others – analysis can focus on these, or just take a total.

· Note that this is “computation time”.  Elapsed time may be much longer: for most devices, init consists of a series of send-receives, with delays in-between.  To compute “latency” (total elapsed time for driver init), we need to (a) know if the drivers are initialized sequentially or in parallel.  When in parallel, take longest path, else add up.  (b) draw a sequence diagram for the interactions, and add up elapsed times for each message flow.  We can determine time for each message transmission by benchmarking (on an empty network, if that is the state during startup).

· Let us say our elapsed time analysis says longest path is 60ms.

Init software objects

· 100 objects, assume 500 statements / object.

· Need benchmarking here.  Initializing software objects is about memory management.  How long does it take to allocate memory. 

· Don’t forget to include time for system calls (benchmark if needed).

· Actually, we wouldn’t benchmark every system call, we would just know that most system calls take ~5us or less, some take10-20us, and we should watch out for system calls that do lots of work or deal with large amounts of data e.g. malloc() 1000000 bytes, accept() (which blocks till someone connects) etc.

· fopen() usually takes ~1 ms elapsed, much less computation time (try a benchmark).

· 50000 statements = 5ms.

· But 4 objects read large files from memory and create in-memory data structures e.g. color mapping and dithering tables.  These need to be analyzed separately, benchmarking file read and structure creation.  With buffering, typically can read 5-10K / ms, and creating data structures happens while waiting for I/O.  (Think about how long it takes to open a large file in vi or emacs.  1MB files may take 1 or 2 secs).

· We see that total startup time for software is around 100ms + large file read time + OS startup (which can sometimes be very slow, maybe 0.5 sec).

· As far as I know, in real copiers, startup time is dominated by hardware.

Normal operation:

UI handling

· 5 requests / sec involving display updating (either because of user input or status updates)

· Say 10000 statements of work to create material to be displayed – 1ms.

· If we have no graphics coprocessor, and we need 5 statements per pixel to format and output, that is 500,000 statements – 50ms.  With 5 req / sec, that would be 250 ms / sec, i.e. 25% of our processor just to do display update.  (Yes, that is why if you are doing real graphics, good to have graphics coprocessor).  Note bottleneck identification.

· Optimization – if we did have this problem, what if we preformatted screens except for minor changes, and had DMA to move it into display buffers?

· Even comparatively low frequency operations can become heavy load if they need a lot of work.  ( of course 5/sec is high for UI).

Exception handling

· Assume 500 statements / exception (the high priority level should indeed be short – identify type of exception, take needed immediate actions to prevent problems e.g. stop copier), and leave rest of the work to lower priority tasks.  500statements * 0.1us/stmt = 50us/sec = 0.005%.

Get data from paperpath sensor

· First question: polling or interrupts?

· In a copier, many sensors may need polling.  Let us assume 20 polled sensors and 10 interrupts.

· Let polling interval be 20ms (15 sensors) and 100ms (5 sensors).

· Think about the relationship between polling interval and accuracy of knowledge of paper position for paperpath sensors.  The most critical sensors e.g. “registration” for positioning marking must be interrupt driven.

· Assume 4 interrupts / sec from interrupt sensors (where did this number come from?  Sensor fires on leading and trailing edge of each sheet)

· Polling work: Assume 100 statements / sensor.  15*100 every 20ms + 5 * 100 every 100ms.  Work per second = 15 * 100 * (1000/20) + 5 * 100 * (1000/100) = 80000 statements / sec * 0.1us/stmt = 8ms / sec = 0.8% of the CPU for polling.

· Note that we haven’t accounted for context switches.  If each of the 15 sensors had their own separate poll timers, we would have 15 * 2 = 30 context switches every 20ms!  If each context switch took 50us, this alone would chew up 7.5% of the processor.  Of course, any sane designer would put them all on the same poll timer…

· Interrupt work: Assume 150 statements / interrupt.  Work per second = 10 * 150 * 4/sec * 0.1us/statement = 600 us/sec = 0.06%.

· Part of the idea here is to show you relative magnitudes.  Note how interrupts consume much less of the CPU even though they do more work, because they arrive less frequently.

· A slightly better way to do the math is to account for context switches as we go along.  Each interrupt requires 2 context switches, and if 1 context switch is 50us, time for 1 interrupt = 50 * 2 + 150 stmts * 0.1us / stmt = 100 + 15 = 115us.  For 4 interrupts at 10/sec each, total time = 115 * 10 * 4/sec = 4600us /sec = 4.6ms / sec = 0.46%.  See how context switching totally dominates the actual work done by the interrupt.  If we put all the polls on the same timer, they spend much less time context switching – so interrupts actually consumes more of CPU than polling!  But of course, interrupts have much less latency (delay before sensing).

Application control responses

· Applications respond to 30 sensors triggering 2/sec on average = 60/sec.

· Assume 2000 statements of work on average per sensor input.

· How do we determine this?  By drawing sequence diagrams for some (or of course all!) of the sensor responses, and adding up the work.  The relatively large amount of work is because this contains all the logic for tracking paper through the system and handing it over from one subsystem to another.

· Total work = 60/sec * 2000 * 0.1us /sec = 12000us /sec = 1.2% CPU.

Motor control

· 10 motors, say 100 statements / motor, 4 commands / motor / sec (each motor needs to be turned on and off as each paper goes through).  No need for polling on output!  So work done = 10 * 100 * 4/sec * 0.1us/stmt = 400us/sec = 0.04%.

Image processing

· Let each image be 2 million pixels.

· To do reduce/enlarge and darken/lighten, we need to run filters over the image.  Filters are typically matrices, says 3x3 or 5x5, that we need to run over each pixel.

· Say there are 5 filter steps.  Each step involves a 5x5 matrix multiply.  The filter must be run over each pixel.  Let us say that the inner loop of the matrix multiply has 6 statements of code.

· Total work = 5 steps * ( 5 * 5 ) matrix * 2000000 pixels * 6 stmts * 0.1 us / stmt * 2 images/sec = 300secs / sec = 30000% of CPU!

· Oops!  We must have gone seriously wrong here.  Clealry this makes no sense.

· Let us work backwards.  Image processing should probably consume only about 50% of the CPU.  This means per image, we should do only about 250 ms of work (250ms * 2 images/sec = 500ms/sec = 50%) = 250000 us of work.

· If we have a 2 million pixel image, work per pixel must be <= 250000 / 2000000 = 0.125 us.

· So whatever we do to process the image, this must involve no more than 0.125 us per pixel.  Given that our benchmarks indicate that a simple loop with a couple of multiplies, a couple of adds and loop control was 0.1 sec, we need to have one super-fast heavily optimized loop that runs over each pixel and does the optimization – or we need to find an image processing algorithm that operates on multiple pixels at a time.

· Anyone know how this works?  Is image processing really that fast?  Our calculations say it must be…  2000000 pixels does seem reasonable for the copy quality we see – but is the resolution really less? (remember that 120ppm is a black-and-white copier speed).

· This shows you that (1) yes, a lot of domain knowledge – in-depth understanding of the application is essential to performance analysis (2) it is possible to make assumptions that throw you way off, and you need to go back and figure out the real situation to get back on track (3) even such top level analysis points out bottlenecks for you and tells you where you need info (4) you can use analysis in reverse to create performance budgets.

Refill paper

· Even if this takes 10000 statements of work, it would consume only 10000 * 0.1us / stmt = 1ms of time = 0.1% of CPU.  And it arrives very infrequently.   And since it is background, it will not affect response time of other apps.  The control aspects have already been handled in the sensor/motor/response analysis.

Coordination

· Similarly, even if this does 100000 statements of work, it will consume only 1% of CPU.

We don’t even bother analyzing jam mode because it is obvious that there is no problem there.

The one we haven’t done yet is Timer

Timer and context switches


Everything needs to set Timers.  We are triggering 60/ sec response apps (involving both setting and triggering timer)  + 20/sec motor + 60/sec polling + timeout timers (set and cancel operations) – we can easily imagine 200 timer operations/sec and 500 context switches, maybe more.  If each timer operation is 400 statements (can be a lot if queues get long), time taken for time = 200 * 400 * 0.1 /sec = 8ms/sec = 0.8%.  Time for context switches = 500/sec * 50us = 25ms/sec = 2.5%.  (Yes, this is realistic.  Context switches can consume a lot of CPU).

So total CPU utilization = 50% (image proc) + 25% (UI ) + 2.5% (context switch) + ~1% each (sensors, motors, response apps, timers, refill, coord) = ~85%.

The point of this is not really that we have a number, but that we know our bottlenecks: image processing and UI.  The rest are not really bottlenecks from a utilization perspective.

Response time analysis

Will we meet our 10ms deadline?

Consider: sensor, motor, response apps, exception, timer, context switch only.

Each application trigger takes 200us.

Each context switch is 50us.

Each timer op is 40us.

A single sensor poll is 150us (15 * 100stmts * 01us/stmt) for the 20ms sensors, and 50us for the 100ms sensors.

A single motor control is 10us.

Max work that can arrive in 10ms = 30 sensors + 10 motors + 30 apps (responding to each sensor) + 30 timer ops + 100 context switches (sum of all these).

Sensor time = 150us + 50us = 200us for polled sensors + 10 * 115 = 1150us for interrupt sensors.  

Motor time = 100us.

Timer time = 30 * 40 = 1200 us.

Context switches = 100 * 50us = 5000us

Applications = 30 + 200us = 6000 us.

So in the worst-case, we take 1150 + 100 + 1200 + 5000 + 6000 ~= 15ms, so we will miss our 10ms target.  But this is if literally everything arrives at once.  We will meet it in all except the worst-case – and the best way to improve this situation is to reduce context switch time!

Note that we can analyze level by level.  To check if motors meet their response time, consider only timer and motors (and context switch).

For sensor response time, consider motor, sensors and timers.  Note that since we are checking if a 2ms requirement is met, we should think about how many timer and context switch requests are likely to arrive in 2ms.

For apps, we consider all the above.

Net answer: we will be OK in the average case, but in the worst-case, we may miss some deadlines.  So this design is OK for a copier, but not a safety-critical application (and of course, for a hard real-time or safety-critical application, we would want a far more rigorous analysis!).  We know where the bottlenecks are, we have budgets for each app developer and device driver and we can check each against the budgets.  We know which parts to focus on to get improved estimates:

· understand image processing

· check out UI behavior

· benchmark and try to improve context switch

· keep timer code minimal

· reduce work done at high priorities

These are typical real-time design strategies.

