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Project Overview
The TCN Spell Checker project is meant to satisfy a need for a standalone application that assists data searches by identifying misspelled search terms and suggesting terms that will yield better search results.  TCN requires a software solution that is capable of comparing new search queries to dictionaries of known, correctly spelled words.  This new application will allow TCN’s web-based search engines to return results more relevant to the intended search subject by automatically correcting the mistyped or misspelled search terms and returning results as if these corrected search terms had been originally submitted by the user.
Secondarily, this system will benefit from user feedback in the form of clicked search result links after a search request is completed.  This aspect of Spell Checker will allow the software to be “self-taught”, and acquire a knowledge base of common misspelling search terms and their correctly spelled counterparts over time.  In this way, the system may autonomously improve search results while it is used.

The boundaries of this project are defined as the interfaces left to TCN to employ when including Spell Checker functionality with their present and future web-based search applications.  Specifically, the software begins with a web service invocation by TCN’s search technology (submitting the search terms to analyze and suggest corrected terms for), and ends by returning the corrected search terms.  The project will also include the development of any utilities used by Spell Checker to generate or process search terms, such as dictionary builders, search algorithm architectures, and configuration management systems.
Basic Requirements

The primary users of this system will be TCN employees, who will be responsible for maintaining and optimizing the performance of the Spell Checker by altering configurable options before the application is started or utilizing Spell Checker’s output in other web-based search applications.  Once running, Spell Checker is meant to be capable of running independently of any of its client applications, and should operate transparently to web-search users.
Web service calls have been implemented as the primary means by which TCN communicates through the software.  This introduces a degree of security to the application while maintaining TCN’s ability to remotely invoke Spell Checker’s functions from other servers, local or otherwise.  Requested information is returned via the same web service call.
Constraints

Because the primary users of this system are TCN engineers, Team AZP has emphasized maximal configurability and enabled modular expansion and development of Spell Checker where possible.  Spell Checker has been developed using technology TCN engineers are familiar with and, where possible, mimicking the systems the final product is projected to work on.  For these reasons, Spell Checker was developed using VB .NET over MS SQL Server 2000 and Windows Server 2000.

The need for this application to run transparently in the background of a larger web based search request also imposes some constraints on Spell Checker.  In particular, it is critical that the amount of time Spell Checker takes to produce a corrected search term must be as small as possible.  To this end, Team AZP incorporated an XML-based configuration file as a control allowing TCN engineers to specify what combinations of search algorithms may be employed, which source dictionaries should be used to identify suggested corrections, and how long the process should take before returning the best available result.

From a process-oriented perspective, Team AZP experienced the constraints of limited personnel devoted to research, development, and project management.  There was no monetary budget available for this project, so it was necessary to develop using tools made available by the RIT Software Engineering Department.  Team AZP’s research capacities were limited to freely available information (the Internet) and the combined expertise of the project group.

Development Process


Team AZP’s first priority in developing this software solution for TCN was to determine exactly what TCN’s needs were, and what constraints were known at the project’s inception so that Team AZP could prepare the rest of the team’s effort to fulfilling these objectives.  The first meeting between Team AZP and TCN was intended both to introduce the sponsors to Team AZP’s developers, and also to increase the mutual understanding of what the ensuing development effort was to accomplish.  Using the original project description document provided during senior project team selection as a guide, Team AZP asked questions about:

· What a successful Spell Checker system would do and, at a high level, how it would be done
· What systems would interface with Spell Checker and what their requirements of the finished product would be
· What users would interface with Spell Checker and what their requirements of the system would be

· Projected uses of the finished system, starting with its obvious capacities at the time of its final delivery and including estimations on what the system would or should be capable of five years afterward

· Aspects of Spell Checker that TCN’s engineers wanted to be customizable/optimizable between system runs

· The types of data Spell Checker would receive from other systems and ways this data could be acquired by Spell Checker

· The types of data Spell Checker would be producing and ways this data could be accessed by outside systems/users

· Performance concerns

· Platform and technological constraints or preferences

From this pool of information, Team AZP felt that it was ready to construct a preliminary design that would fulfill every objective noted during these meetings within the constraints specified by TCN.  Spell Checker’s non-functional requirements were identified as “performance”, since search results had to be processed in real time, “extensibility”, since TCN had some vague but complex future expectations and uses for this software, and “adaptability”, because TCN desired a high level of control over the system’s functions (such as dictionaries used during searches, algorithms performance times, etc.).  Some technological requirements were also laid out, including the use of software products already in place on TCN’s servers: Windows Server 2000, MS IIS 5.0, and MS-SQL 2000.

Team AZP’s initial system design was the result of a collective roundtable session involving the entire group using the initial list of requirements gathered from TCN as a hard reference.  Some early candidate designs were weighed against feature completeness and simplicity, and ultimately a simple module-based design was chosen and okayed by TCN.  This primary design session and product served only to verify with TCN that the team’s high-level design structure looked accessible and complete to TCN’s engineers.  From this point, Team AZP was ready to engineer and commence its core development process with very high confidence in its compatibility with TCN’s system requirements and objectives.

This next step in the overall project endeavor unfolded in two parts: first, the low-level system design that outlined the class-by-class composition and fleshing out of Spell Checker’s high level design, and secondly, the documentation of Team AZP’s intended development process.


Team AZP’s low level system design was handled by the entire team in concert, with two main task groups defined.  The first group, consisting of three individuals, would identify the skeletal framework that prepares the system for search term processing as well as the structures that process each search term and return results.  The second group focused on algorithm research, investigating known algorithmic implementations that are known to work well when comparing two strings for similarity and search match relevance.

The result of the first team’s efforts yielded a design taking advantage of .NET interfaces as highly customizable building blocks that each fill a specific role in directing how the system works and what form the results take.  This was prudent because TCN has specifically requested the ability to both modify and customize the delivered system to reflect its priorities upon first utilizing the product, and furthermore to expand or improve upon the existing code base as needs change or additional features become necessary to develop.  Spell Checker’s initial low level design defined a barebones framework and a list of components necessary for the system to run, and provided a small demonstration set of classes that implement these interfaces so a sample system could be shown working much as the final product would.  This large and breadth-encompassing set of functionality would later become “Iteration 1” (Team AZP’s first deliverable during the project effort).


The team’s research efforts yielded some important information regarding a number of different and mutually exclusive approaches to comparing known search terms to banks or dictionaries of candidate matches.  Upon completing the primary research phase, Team AZP determined that additional feedback would be needed from TCN before we could devote any appropriate amount of effort into implementing any one search algorithm and install it into the Spell Checker framework.  While Team AZP’s first implementation phase began, additional dialog between Team AZP and TCN was entertained in order to select the most appropriate algorithm or algorithms to include with the final Spell Checker product.  The product of these discussions would later be fed into the project during “Iteration 2” when Team AZP’s first submission of complex algorithms demonstrated the potential power of the customized system.

Team AZP’s first steps toward defining an implementation process began with the aspects of Spell Checker that TCN was most interested in seeing.  In particular, it was emphasized that TCN would appreciate seeing new system aspects in their working form just as soon as they became available.  This also worked out well for Team AZP: when each new layer of functionality was complete, feedback from TCN could be collected and, if necessary, steer the course of the project towards new goals or benchmarks.  Armed with this knowledge, Team AZP was ready to turn this detailed design into a first draft of the final Spell Checker system and simultaneously decide on a deployment strategy.  At this point the team drafted a simple process structure that was meant to govern its efforts, track metrics useful to the project, appoint special roles and tasks to each member of the development team, and layout a schedule for the first quarter of development based on the feedback we had already accumulated from TCN.  The first quarter (Winter 2005) was divided into two primary Iterations (Iterations 1 and 2), while three additional Iterations were tentatively scheduled for the second quarter without dates or specific deliverables outlined for any particular iteration.  Team AZP chose this agile process and this iteration-based delivery schedule because it was most conducive to immediate development and producing rapid prototypes and sample systems to give TCN as many opportunities as possible to assess the shape and function of the growing system.


Iteration 1 progressed as an extension of the low level design process with each of the two previously formed teams functioning in a system development and research capacity respectively.  The original three team members worked together in a self-motivated and –guided capacity, each producing assigned elements of the system in parallel with the rest of the group with predetermined deadlines outside of the overall iteration due date .  When complete modules were available (as finished by individual developers), they were assembled and tested in an ad hoc fashion.  The intent was, of course, to bring the basic system framework up and running as soon as possible so that TCN-led customization and future feature design and development could begin.  At the end of the first iteration, an essentially complete Spell Checker program with every feature available had been constructed, with the standing caveat that each available function was elementary and anemic.  This feature-rich and function poor model system served as a discussion piece between TCN and Team AZP during their next meeting, and allowed Team AZP to point to individual class structures and live examples to demonstrate both existing Spell Checker functionality as well as the potential for new features and expanded interactivity requested by TCN.

In the mean time, the research group of two investigated a number of different algorithms available for the timely and meaningful sorting of candidate search results into a sortable collection developed by the development team.  The research team implemented some simple examples of phonetic and Levenshtein Distance algorithmic functions (and some lesser algorithmic variations) to demonstrate to both the team and TCN how each algorithm could fit in to the Spell Checker search result process.  Phonetic algorithms are valuable when searching specialized dictionaries of difficult to spell words.  These words are subject to typos which are highly responsive to breaking down candidate words into phonic groups and noting similarities to the misspelled word.  Levenshtein Distance algorithms, by contrast, are especially adept at finding typographical errors resulting from “fat-finger”, hurried, or imprecise typing by comparing the relative character components and differences between the misspelled search term and a list of candidate standard English words.  It was determined by TCN that the majority of incorrectly typed search words (for their current search software) were simple typographical errors (missing letters, common spelling errors) and that Levenshtein Distance algorithms would be most relevant to the search result production they most desired.  This decision is reflected by the inclusion of a fully-developed Levenshtein Distance (renamed for the team’s purposes as “Closest Match”) algorithm incorporated into Spell Checker’s Iteration 2 deliverable.

The conclusion of the winter quarter (and the halfway point of the project) sparked an excellent opportunity to look back on the efficiency of Team AZP’s progress in the previous ten weeks.  It was generally agreed upon by the team members that, to date, the project had been progressing faithfully and that TCN would certainly receive a system fitting their needs by the time the project concluded in May.  However, there was some disagreement as to how the internal project process was being handled and managed.  As a result of internal discussions, the first several team meeting sessions of the spring quarter were spent reevaluating Team AZP’s productivity, meeting structure, and task ownership as well as revamping the collection and assessment of project metrics.  In particular, it was observed that simple tasks were taking an inappropriate amount of time due to lack of organization between team members, a tendency to drift between topics or the spending of inordinate amounts of time discussing non-critical topics to the detriment of critical decisions that needed to be made and acted upon quickly.  This was resolved by assigning the role of meeting arbiter to one team member.  It was this person’s responsibility to keep each member on task while meeting discussions were taking place, and to see that issues that were occupying too much time during the meeting were tabled until all critical topics assigned to that meeting had been discussed.  Tabled topics would then be resolved after the main meeting, or during a separate, specially convened meeting.  Similarly, there were some general confusion noted during the first quarter where one team member would be unsure of when the module he was developing would be able to rely on other code existing – there was a disconnect between developers working on related project tasks.  This consumed time and temper while one team member tracked down another to ask questions and evaluate progress.  To fix this problem, Team AZP began to include summative meeting statements into the first ten minutes of each scheduled administrative meeting.  Furthermore, iteration scheduling was revamped to include more fine-grained detail (specific due dates, task identifications, and team member assignments) rather than the coarser style of scheduling previously employed during the first half of the project (general, broad deadlines identified by module, not task or code segment).  Adjusting the way the schedule was formatted let team members know across the board who was assigned what development item, when it would be due, and when other team members needed to access that item during future development.  This eliminated a majority of the confusion felt by team members otherwise in the dark as to when their personal deadlines were, who they should go to ask development related questions, and in a less abstract sense, what larger aspects of the system would be operational during the development process.  Using this new, more detailed schedule also resolved the issue of task ownership.  The original problem involved the hesitance of team members to invest any effort into any aspect of the project for which they were not sure they had responsibility.  This new scheduling system left no question as to what needed to be done by whom and by when.  Finally, a minor concern regarding the mutual understanding of TCN’s objectives was remedied by a second major conference between TCN and Team AZP.  During this meeting, the current state of the system, the projected state of the system at its final delivery date, the limits and excluded functionality of the system as planned for final delivery, and a number of details or options explored during previous TCN requirements gathering sessions that were not expressly included in the original development plan were collectively discussed.  From this set of requirements, both the final list of features TCN wished Spell Checker to have (mostly with no or few revisions to the original development plan) and the respective priority of each requirement were derived, recorded, and verified by both parties.

Team member roles were unchanged with regards to design and implementation responsibilities (which were shared).  However, to better divide and master process tasks, Team AZP elected to assign specific and articulable responsibilities to each individual team member in the form of specialized process roles.  These roles include one each of the following:

· Sponsor liaison and research lead

· Enables, initiates, records, and reports on communications between Team AZP and TCN

· Leads research tasks and reports on findings to Team AZP
· Testing lead

· Reviews, maintains, and runs unit test suite
· Metrics and documentation
· Prepares technical and professional written communications materials

· Collects, tracks, analyzes, and reports on project metrics
· Meeting arbitration and tracking
· Oversees and directs the course of administrative meetings

· Records meeting events as minutes to distribute to Team AZP
· Scheduling and risk management
· Maintains and monitors scheduling priorities and progress

· Reports on any discrepancies or slippage during the project
Each team member assumed one of the above roles in addition to his other development responsibilities.  These strict role structures were created to enhance the ownership of process tracking and management during the project effort.  By dividing responsibilities and routinely sharing progress information or problems found, the entire project team benefits from these process observations without overwhelming any single team member with too large a task set.

Utilizing these changes, the second half of the Spell Checker project proceeded much more smoothly.  There were much fewer misunderstandings both internally within Team AZP and between Team AZP and TCN.  Although the spring quarter contained more actual implementation and coding than the first quarter (which was itself requirements and design heavy) Team AZP found no additional significant process problems, and the heavy implementation workload was completed on time and with what Team AZP perceives to be high quality.  The summative metrics information provided later in this report describes these concepts in numerical form.

Project Schedule: Planned and Actual

Spell Checker was broken up into a series of five iterations, each contributing developing or enhancing a subset of functionality for the purpose of demonstrating desired functionality to TCN.  The functionality delivered by each iteration breaks down as follows:

Iteration 1: February 1st 2005

· Complete system design 
· Instructions for installation and integration with TCN client software

· Research

· Analysis of historic search strings and business names from TCN

· Dictionaries (common words)

· Word search algorithms research
· Tokenizer

· Letter frequency

· Degree-of-difference calculus

· Phonetic analysis

· Skeletal framework and feature base
· Database integration
Iteration 2: February 18th 2005

· Search term replacement suggestions
· Closest Match algorithm
· Multiple dictionary support

· Unit Testing for all written code

Iteration 3: March 25th 2005

· Search result caching

· Result relevance calculations
Iteration 4: April 16th 2005

· Search term popularity analysis

· Search result interpretation
Iteration 5: May 6th 2005

· Configuration utilities
· Code clean-up
Team AZP’s primary project schedule was developed by grouping major system features into logical disjoint groups, analyzing the amount of time estimated to complete that feature subgroup, and fitting the estimated time allotments into Spell Checker’s 20-week schedule.

The actual development schedule very closely matched the intended schedule.  Once the schedule had been mapped out, Team AZP found it easy to meet dates and cooperatively develop new system features in allotted time.  No schedule slippage was detected during the project.
System Design

Appendix A shows a simple diagram presenting what Team AZP’s system design looked like at the end of winter quarter.  Halfway through the project, Team AZP had settled on a design for Spell Checker that did not change much throughout the rest of the project, excepting the addition of a search caching component requested by TCN at the beginning of spring quarter.  This component is depicted in Appendix B, and exists in the project just below the “Methodology” function grouping to the right of the diagram in Appendix A diagram.  More specifically, in the new system, spell check results enter the caching system before being moved to TCN’s website instead of being piped directly to the website as shown in Appendix A.
The original system design starts by creating customized dictionaries for the algorithms selected to run when search results are spell checked.  Word sets are created from source databases or text files, formatted and sorted into a format useable by the search algorithm selected by Spell Checker’s administrators.  Once created, these dictionaries are cached on the local machine to save time when loading the same dictionaries on a future startup of the Spell Checker application.  After dictionaries are created and stored, the system is ready to accept input from TCN’s website.  In this state, Spell Checker receives input from the website (a search term), runs through a predetermined set of algorithms, collects the results, and sends them to the caching system.  The caching system (Appendix B) notes search requests as they enter in order to determine which search queries occur commonly.  It uses this data to sort the search results by higher relevance if search results are commonly returned or if a specific word is flagged to automatically replace the search term if it enters the system.  Once any necessary modifications to the search result object are made, it is sent out to TCN’s website.

This design was chosen due to its highly modular nature.  Adding new algorithmic functionality to the system is as system as coding a new algorithm object into the existing framework, resetting Spell Checker’s configuration file to use the newly created algorithm object, and the system will work as before relying on the contents of the new algorithm object.  By providing interfaces that allow maximum ease in developing new content for Spell Checker, TCN is given as much control as possible into future applications of their product.  The system also emphasizes doing as much “busy work” as possible on startup, and caching results to prevent having to perform the same formatting or searching operations more than once.  TCN’s need for Spell Checker to be a very performance-sensitive application makes this design very prudent.  In summary, while Spell Checker’s functional requirements dictated the content of this design, its non-functional requirements dictated the design’s overall structure.
Process and Product Metrics
Team AZP elected to track three systems of metrics during the development of Spell Checker: schedule slippage, developer effort, and defect analysis metrics.

Tracking schedule slippage was as simple as maintaining a constantly updated scheduling document and noting any missed deadlines.  Team AZP is proud to report that no major deadlines were missed during the project effort.  In every case, the team’s planned release dates were met on time.

Effort expended by each team member was a slightly more difficult metric to keep track of.  To collect this information, Team AZP inserted an “hours reporting” step to its weekly administrative meeting process.  Each member, as a part of his summative report, was required to state how many hours he had spent developing Spell Checker, and into what task category each of those hours fell (design, implementation, research, testing, etc.).  The cumulative result of these weekly reports is summarized in the following graph:
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The overall slope of the lines in the above graph is consistent, indicating that individual members consistently contributed significantly to the project as development progressed.  One remarkable feature of the graph is the overarching blue line at the top of the graph which seems to indicate one member of the group was contributing far more to the project compared to the other team members.  Upon investigation, however, it was discovered that the amount of work assigned to this one team member was not disproportionate to that assigned to other developers and that this one developer did not feel especially overworked by his current tasks.  Team AZP’s conclusion is that there was some discrepancy in this member’s reporting of hours worked, but that it does not discredit the general trend shown in the above graph.
The following pie chart represents the relative distribution of each component of the Spell Checker development process effort:
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The large section on the rightmost area of the pie describes the administrative tasks inherent to the development of Spell Checker.  Team AZP expects this slice of the pie chart to be large because a lot of difference types of work are classified as administrative, including document creation and maintenance, presentations, weekly meetings, and so on.  It is possible that breaking this “administrative” task category into additional subcategories would make this pie chart more meaningful.  The second overly large section of the pie (on the left) dscribes effort put into implementation and coding related tasks.  It makes sense that this section would be large since so much of the project developed during the second quarter was raw code.  The other slices of the pie are generally secondary to these two slices, so Team AZP considers their comparative relevance to the overall project effort during the second quarter to be, relatively speaking, unremarkable.
Finally, defects found during the development process were documented and analyzed in separate documents by complexity, severity, source, and so on.  It was thought that observing and managing the nature of defects entering the system would be helpful in finding troublesome areas of the project that require additional attention.  The below chart describes the defects found in Spell Checker’s development over the last two quarters:
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The first bar in each pair on the chart describes the number of defects found (grouped by defect source during the first quarter of the Spell Checker project.  The second bar in each pairing represents the combined total for both quarters of the project.  It is apparent that Team AZP’s initiative to revamp its process halfway through the project paid off: there were zero process or requirements defects injected into the system during the second quarter.  100% of the defects found during the second quarter were implementation problems.  Again, this makes sense since so much of the second quarter development was new functionality implementation development.
Product State at Time of Delivery

At the time of this writing, the project is complete and being submitted to TCN for their use.  Team AZP was able to create a system that encompassed all of TCN’s requested functionality as well as maximized extensibility and customizability within the 20-week development schedule.  Spell Checker, from Team AZP’s perspective, was a complete success.
Project Reflection

The major problems Team AZP encountered during this project effort were centered around process defects or discrepancies that were compensated for during spring quarter.  Beyond some costly assumptions made by the group that ultimately cost the project a lot of productivity, Spell Checker went very well.  In retrospect, Team AZP wishes it would have been more persistent in pursuing requirements from its sponsor, and that it would have recognized the value of strict and well defined process from the start of the project effort, but overall, has few major regrets.  Team AZP feels that this experience was valuable in that Spell Checker caused the team to evaluate a project through a complete start-to-finish cycle.  At the  same time, Team AZP was wholly responsible for promptly and effectively resolving issues (process and product related) during the Spell Checker effort.  This makes the senior project experience unique for all other academic exercises and causes it to be highly stimulating as well as profoundly educational.
References
Overview of “Soundex” algorithm used to match candidate words to search terms based on their composite phonics:
http://www.bradandkathy.com/genealogy/overviewofsoundex.html
Metaphone algorithm information which we did not ultimately pursue during implementation, but was useful during algorithmic negotiations with TCN
http://www-106.ibm.com/developerworks/java/library/j-jazzy/
Language encoder information that affects the way dictionaries are interpreted at search time
http://jakarta.apache.org/commons/codec/
Useful information describing the role of search phrase parsers in Spell Checker
http://www4.ncsu.edu/~tdbreaux/poster/algorithm.html
More sophisticated parsing theory
http://www.ling.helsinki.fi/~avoutila/cg/index.html
Levenshtein Distance was the basis for the “Closest Match” algorithm (Spell Checker’s fastest and most useful algorithm implemented) that stars in Team AZP’s final deliverable presented to TCN.
http://www4.ncsu.edu/~tdbreaux/poster/algorithm.html
Overview of phonetic algorithms as used during performance- or time-sensitive searches
http://www.tangentum.biz/en/products/phonetix/faqs/index.html#AEN5
Appendix A: System Design Graphics – First Quarter Design
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Appendix B:  System Design Graphics – Additional Cache Subflow
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